Correlation
Example

Suppose we are interested in seeing if there is a linear relationship between age and height for children ages 3 to 9.
A random sample of children gave the following data

	Age (x)
	Height (y)
	xy

	3
	38
	114

	3
	31
	93

	4
	37
	148

	6
	40
	240

	6
	49
	294

	7
	45
	315

	9
	51
	459

	38
	291
	1663


So
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Furthermore,
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Response variable (y) - the one we are primarily interested in.

Explanatory variable (x) - one that is thought to affect the response variable.

First, construct a scatter diagram (scatterplot) - a plot of the ordered pairs (x, y) with the response variable, y, on the vertical axis.
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____
Correlation coefficient - measures the strength and direction of the linear relationship between two quantitative variables.
Notation:
 = population correlation





r = sample correlation
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So, for our data set, 
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Interpretation:  There is a strong, positive linear relationship between age and height for children ages 3 to 9.
Coefficient of determination = r2 = the proportion of variation in y that is explained by its linear relationship with x.
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Interpretation:  76.9% of the variation in height can be explained by its linear relationship with age.
The “least squares” estimated regression line:
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where


[image: image9.wmf]y
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= the predicted value of y for a given value of x 

x = any selected value of the explanatory variable that is within the range of its observed values

a = the sample y-intercept; the mean value of y when x = 0.
b = the sample slope; the average increase or decrease in y for each 1 unit increase in x
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So, for our data
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And the least squares estimated line is
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Interpretations:

For b:  Height increases an average of 2.8 inches for each 1 year increase in age.
For a:  The mean height at age 0 is 26.355 inches.
(note:  the interpretation for a has no practical value here since the observed values of x are between 3 and 9) 

Using the regression equation to make predictions:  estimate the height of a randomly selected 6-year-old.
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Interpretation:  Based on the sample data, the predicted height of a 6-year-old is 43.2 inches.

Predictions should only be made within the range of the observed values of x (interpolation) and never outside (extrapolation).

Graphing the regression equation:  the line can be sketched into the scatterplot by plotting any two points on the line and connecting them.  

Note:  the ordered pair 
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 is always on the line.
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__
Hypothesis test for a “significant linear relationship”
Example: Test for a positive linear relationship between age and height.  Let  = 0.05.
Recall:  n = 7, r = 0.877
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Test stat:
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P-value:  At df = n–2 = 5, 0.0005 < P < 0.005
Conclusions:  

Reject H0 at  = 0.05 (0.0005 < P < 0.005).  There is sufficient evidence to conclude there is a positive linear relationship between age and height for children ages 3 to 9.

The simple linear regression model:
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where


[image: image19.wmf]y


= the response variable 

x 
= the explanatory variable

 
= the population y-intercept
 
= the population slope


= the “error term”

Model assumptions:

For each value of x the values of  are 
1.
independent

2.
normally distributed

3.
have a mean of 0

4.
have the same standard deviation, 
Residuals:
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= observed – predicted

For example, recall that for x = 6,
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We had two observed values at x = 6 in the sample:


[image: image22.wmf](6, 40) and (6, 49) 

There will be two residuals for x = 6, 


[image: image23.wmf]2

.

3

2

.

43

40

ˆ

-

=

-

=

-

=

y

y

e


    and 
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If we compute e for all of our observed values and make a scatterplot with e on the vertical axis and x on the horizontal axis, we have a residual plot.
It can be used to check the model assumptions of independence and equal standard deviation.

If the residuals are independent with equal standard deviation, we should see something like this:
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NO “OBVIOUS” PATTERNS

If the residuals are not independent, we might see an “obvious” pattern like

[image: image27.png][enpisay




If the residuals don’t have a common standard deviation for all values of x, we might see this:
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We can estimate   with  
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which is called the standard error of the estimate
So in our “Age vs. Height” example,
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We can use this to construct a C% confidence interval for the predicted value of y for an individual when x = x*.
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where tc is the critical value for level C confidence

from a t-distribution with n – 2 df.

For our example, a 95% CI for the predicted height of a randomly selected 6-year-old is:
For C = 0.95 and df = n – 2 = 5, tc = 2.571
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Interpretation

With 95% confidence, we can expect this kid to be between 32.84 and 53.56 inches tall.
*NOT IN TEXT:

C% confidence interval for the population mean value of y when x = x*.
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where tc is the critical value for level C confidence

from a t-distribution with n – 2 df.

For our example, a 95% CI for the population mean height of all 6-year-olds is:

For C = 0.95 and df = n – 2 = 5, tc = 2.571
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Interpretation

With 95% confidence, the mean height of all 
6-year-olds is between 39.42 and 46.98 inches.

Hypothesis test for  (i.e. for a linear relationship)
Test that height increases linearly with age.  

Use  = 0.05.
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Test stat:
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P-value:  At df = n–2 = 5, 0.0005 < P < 0.005

Conclusions:  

Reject H0 at  = 0.05 (0.0005 < P < 0.005).  There is sufficient evidence to conclude there is a positive linear relationship between age and height for children ages 3 to 9.

C% CI for 
Construct and interpret a 95% CI for the slope in the Age vs. Height example.

For C = 0.95 and df = n – 2 = 5, tc = 2.571
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Interpretation

With 95% confidence, height increases an average of 1.03 to 4.57 inches per year between ages 3 and 9.
Page 9 of 18

_1280295299.unknown

_1326098571.unknown

_1326098658.unknown

_1326110803.unknown

_1351680327.unknown

_1351680334.unknown

_1351680290.unknown

_1326110809.unknown

_1326098781.unknown

_1326110739.unknown

_1326098726.unknown

_1326098598.unknown

_1326098636.unknown

_1326098572.unknown

_1288507454.unknown

_1288693857.unknown

_1289112325.unknown

_1326098570.unknown

_1288699170.unknown

_1288772680.unknown

_1288693656.unknown

_1288693856.unknown

_1288594180.unknown

_1280296835.unknown

_1280297416.unknown

_1280298065.unknown

_1280297350.unknown

_1280296230.unknown

_1280292794.unknown

_1280294056.unknown

_1280294101.unknown

_1280293291.unknown

_1280212790.unknown

_1280212928.unknown

_1280208339.unknown

